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Outlook 

1.  Toolkits 
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Toolkits 

PART 2.1 
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Toolkits 

>  ML algorithms 
§  widely used in many programming languages 

§  Fortran, C, C++, .NET, JAVA, python 

>  Nowadays, community is 
§  moving towards toolkits 

§  growing larger and larger 

§  moving from science-driven to science/industry-driven development 

>  Focus on two packages 
§  TMVA 

§  scikit-learn 

Source: (1) 
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TMVA 

>  TMVA: Toolkit for Multivariate Data Analysis 
§  built upon ROOT 

§  provides framework for supervised learning techniques 

§  provides processing, parallel evaluation and application of multivariate classification 
and regression methods, model selection and evaluation 

>  Methods 
§  Rectangular cut optimization 

§  Projective and multi-dimensional likelihood estimation 

§  Linear and non-linear discriminant analysis 

§  Neural Networks 

§  Decision Trees 

§  Support Vector Machines, etc. 

>  Usage 
§  driven by the needs for high-energy physics applications 

§  also applied in γ-ray astronomy (see later) 

Source: (2) 
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scikit-learn 

>  Machine Learning in python 
§  built upon python 

§  fast, clean, robust, comprehensive and easy-to-use 

§  provides supervised, semi-supervised, unsupervised 
techniques,  

§  additionally: dataset loading and transformations, model 
selection and evaluation, scaling to bigger data 

>  Methods 
§  all of the TMVA methods, plus 

§  Clustering 

§  Decomposing signals in components 

§  Density estimation 

§  Unsupervised Neural Networks 

§  Dimensionality reduction and pre-processing 

>  Usage 
§  widely used in science and industry (Evernote, Spotify) 

Source: (3) 



Decision Trees 

PART 2.2 
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Decision Trees 

>  Concept 
§  a decision tree is a predictive modeling tool 

§  uses a tree structure to represent a number of possible decision paths 

§  classification trees predict the class 

§  regression trees predict a continuous (real) number 

§  decision trees map a n-dimensional input to a 1-dimensional output 

§  tree-based methods partition the parameter space into a set of rectangles and then fit 
a simple model in each one (e.g. a constant) 

>  Decision trees in decision analysis 
§  often used in industry 

§  deals with decisions, possible consequences and chance event outcomes 

§  we focus on the decision tree learning, where decision trees describes data, and not 
decisions (sounds confusing, I know) 
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Decision Trees 

>  Easiest example of a classification tree is the game Twenty questions: 
•  “I am thinking of an animal” 

•  “Does it have more than five legs?” ➝ “No” 

•  “Is it delicious?” ➝ “No” 

•  “Is it depicted on a coin?” ➝ “Yes” 

•  “A Euro coin?” ➝ “Yes” 

•  “A greek one?” ➝ “Yes” 

•  “Is it an owl?” ➝ “Yes” 
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Decision Trees 

>  A more general description 
Consider inputs X1 and X2 mapped onto Y 

a)  Feature space can be modeled by 
constants, but in different regions of the 
parameter space (description can 
become rather complicated) 

b)  Described by a binary decision tree with 
cuts on input parameters at nodes 

c)  Terminal nodes declare class labels 

Source: (4) 

Node (tests attributes) 

Leaf (terminal value or 
class label) 

Branch (attribute value) 

Root (input data) 

Source: (5) 
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Decision Trees 

>  Learning 
§  using representative training data 

§  identify variables/parameters with classification potential 

1.  Split the source set (consisting of all classes) into subsets based on an attribute 
value test (binary decision or cut on continuous variable) 

2.  Repeat process on derived subsets recursively (with different attribute value tests) 

3.  Stop when a stop criterion is reached 
•  only events of a single class are contained in the branch 
•  stop at certain purity or minimum number of events 

>  User input 
§  Training set consisting of events of known different classes 

§  List of variables based on which decision trees are trained 

>  Output 
§  Each leaf returns signal/background (classification mode) 

§  Each leaf returns a specific value of the target variable 
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Decision Tree Learning 

>  Advantages 
§  simple to understand and interpret 

§  almost no data preparation 

§  able to handle both, numerical and categorical data  

§  white box, completely transparent 

§  robust, even if the assumptions for the model do not perfectly describe the real data 

§  performs well with large data sets 

§  can classify data for which attributes are missing 

>  Limitations 
§  decision trees learn to locally optimize (greedy algorithms don’t necessarily provide the 

global optimum) 

§  Overfitting and over-complex trees do not generalize well from training data (see later) 

§  Some concepts are hard to learn by trees (e.g. parity) 

§  When attributes can take on a large number of distinct values (e.g. random numbers) 
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Ensemble Methods 

>  Single decision trees tend to overfit 
§  and are hence instable to statistical fluctuations in the training sample 

§  imagine two input variables with similar classification power 

§  statistical fluctuation will result in tree being grown ‘one-sided’ 

§  a serious problem, as classifier response altered compared to real data (lower 
performance in classification problems) 

>  Ways out 
§  train a forest of decision trees 

§  classify events based on a majority vote of all trees 

§  since same input training sample is used, we have to come up with different tree 
structures 

➝ Boosting 

➝ Randomization 
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Boosted Decision Trees 

>  Stabilizing and improving the decision tree response 
§  Adaptive boost is the most common boosting algorithm (applicable to any MVA classifier) 

§  Gradient boost (at least in TMVA only available for decision trees) 

§  Bagging (resampling technique based on underlying PDFs) 

>  Adaptive Boosting 
§  Imagine the building of the first tree, containing many leafs that contain signal and 

background events 

§  first tree will have associated misclassification rate err 

§  misclassified events will get a new weight when training the next tree: 

§  re-normalize such that the sum of weights is the same as the previous tree 

§  if h(xi) is the response of a single classifier and x the set of input parameters, the boosted 
event classification is yBoost (x) is given as 
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Decision Tree Learning 

>  Adaptive Boost 
§  is particularly powerful on weak classifiers, like decision trees with small depth (i.e. 

layers of decision nodes) 

§  solves problem of overtraining 

§  “slow learning” can further improve the performance and is regulated by an exponent to 
the boosting weight: 

>  Boosting for regression trees 
§  Technique needs to be modified 

§  Redefined ‘loss-per-event’ definition that considers how far off the derived value is from 
the target value 

§  all events need to be reweighted, according to Linear, Square or Exponential function 
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Decision Tree Learning 

>  Random Forest (Bagging or bootstrap aggregating) 
§  another way of optimizing/stabilizing the decision tree training and response 

>  Randomize via bootstrap 
§  randomly select subsamples from data and calculate statistics (cf. Central Limit 

Theorem) 

§  Random Forests can use random subsets of data to train different trees 
•  requires large training statistics 
•  but allows to use the un-sampled data as test set 

>  Randomize via parameter selection 
§  randomly chose subset of parameters to cut on at each node 

§  cut on best of those randomly selected parameters 

§  build trees to the end (no impurity compared to boosted decision trees) 

§  classification based on majority vote of all trees (returns a parameter distribution 
between [0:1] 

§  For signal/background ➝ background peaks at 0, signal at 1 
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Decision Tree Learning – How to split at nodes 

>  Best split per node  
§  related to information gain of split and 

resulting purity p of sample (p = 0.5 ➝ fully 
mixed) 

>  Separation criteria 
§  Gini index: p * (1 - p) 

§  Entropy: [–p * ln(p)] – [(1 – p) * ln(1 – p)] 

§  Misclassification error: 1 – max(p, 1-p) 

§  Statistical significance (for 2-class 
problem): S / sqrt(S + B) 

§  Average squared error (for regression 
problems): 1/N * ∑(y-ŷ)2  

§  All criteria are symmetric with respect to 
signal/background 

§  Weight by their relative fraction of events 

Source: (6) 
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Decision Tree Learning – Pruning 

>  Decision trees tend to overtraining 
§  not good as generalization could be affected ➝ poor performance 

§  one solution is boosting, another one is pruning 

>  Pruning 
1.  Grow trees to maximum extend (e.g. insignificant splits could lead to significant 

ones further down the tree) 

2.  Cut back insignificant leaves (see below) 

3.  Check that pruning didn’t reduce performance with cross-validation test 

>  Pruning criteria 
§  reduced error pruning 

•  replace node with most popular class (naïve, but speedy) 
§  cost complexity pruning 

•  generate series of trees T0 (initial one) … Tm (only root) by removing sub-trees and replacing new end 
node with class label 

•  find best tree by performing cross-validation test 

➝ Personal opinion: Try out what works best for your specific problem 
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Examples 

>  Decision trees widely used in science 
§  Higgs detection with CMS 

§  Reverse engineering censorship in China 

§  Authorship with undergraduate students 

§  and many more in medicine, ecology, 
paleontology, neuroscience, etc. 
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Example – BDTs in ground-based γ-ray astronomy 

>  γ/hadron separation in γ-ray astronomy 
§  perfect example to illustrate classification problem (at least) some of you can relate to 

§  can be applied to any classification problem 

>  Energy estimation of a γ-ray based on input parameters 
§  regression problem 

§  similar to e.g. estimation of Xmax for air shower based on measured detector 
properties 

>  Analysis of cosmic-ray electron spectrum 
§  first classification of events 

§  then fit to expected number of events as a function of energy 

>  Use example of H.E.S.S here, but method has been applied by other 
experiments 
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Excursion to γ-ray astronomy 

>  γ-ray astronomy studies the non-thermal universe 
§  cosmic particle accelerators (up to PeV energies) and their environment 

§  by means of interaction of ultra-relativistic electrons and protons (nuclei) with 
magnetic fields, radiation fields, and gas 

>  Outline 
§  Introduction to the field and detection principle 

§  What information is contained in recorded air showers 

§  How to perform γ/hadron separation 

§  Limitations of current methods and improving with BDTs 
Credit: X-ray: NASA/CXC/MIT/L.Lopez et al; Infrared: Palomar; 
Radio: NSF/NRAO/VLA 
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Non-thermal radiation 

>  Tracers of ultra-relativistic 
electrons and hadrons 
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Non-thermal ‘windows’ 

>  Tracers of ultra-relativistic 
electrons and hadrons 

>  Non-thermal windows 
§  radio 

§  hard X-rays 

§  γ rays (our high-energy frontier) 
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How to detect γ rays between 10 GeV and 100 TeV? 

XMM -Newton >  Go to Earth… 
§  same detection principle as in space, but 

using atmosphere as calorimeter (air vs. 
lead) 

➝ particle showers developing in the 
atmosphere are large (~10 km) 

§  atmosphere is not a tracker (as you would 
have in particle detectors or in satellite 
instruments) 

§  what is the energy of the primary? 

§  where did it come from? 

§  which particle induced the air shower? 

➝ need indirect detection technique to infer 
properties of primary particle, using shower 
properties 
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Particle showers 

>  γ-ray induced showers 
§  Bremsstrahlung and pair production 

create secondary particles, ionisation 
leads to expiration of the shower 

§  300 GeV γ ray produces ~10 km long 
shower of ~250 m width 

§  ~symmetric around longitudinal axis 

>  Hadronic showers 
§  CRs inelastically scatter on air 

molecules, produce pions, kaons, 
nucleons, … 

§  but also electromagnetic sub-showers 
develop (~1/3 of the primary energy) 

§  much more irregular 

>  Cherenkov light 
§  charged particles emit Cherenkov light 

when moving faster than c in medium 

XMM -Newton 
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>  Imaging Atmospheric 
Cherenkov Telescopes 
§  Use atmosphere as 

calorimeter 

§  Collect Cherenkov radiation 
produced by charged 
particles in shower 

§  Optical reflector in 
Cherenkov pool focus light 
into fast camera in focus 
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>  H.E.S.S. 
§  5-telescope system 

§  1000 – 2000 pixel cameras 

§  3.5∘ – 5.0∘ FoV 

§  ~0.1∘angular resolution 

§  ~15% energy resolution 

§  ~30 GeV – 50 TeV 

Instruments currently in operation 

VERITAS 

MAGIC 

HESS 
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H.E.S.S. 

>  Khomas Highland of Namibia 
(1800m alt.) 

>  Phase 1 
§  four 12m telescope system completed 

in 2004 

>  Phase 2 
§  addition of a 28m telescope in 2012 

§  0.07∘ pixels, 3.5∘ FoV 

>  Upgrade underway 
§  of original cameras 

§  completed 2016 

§  reduced deadtime 

§  improved reliability 

960 pixels, 5∘ FoV 

4 x 12m ⊘ 
1 x 28m ⊘ 
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Why multiple telescopes? 

>  Ambiguity of shower direction 
§  Where does the primary particle come from? 

§  Hard to tell, as γ-ray showers are also 
~laterally symmetric 

§  Can use asymmetry between start of shower 
and part where it dies out, or  

>  Stereoscopy 
§  another telescope in Cherenkov light pool of 

same shower breaks this ambiguity, and 
helps with 

➝ energy estimation 

➝ background reduction 

XMM -Newton 
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How to identify primary particle? 

>  Image shape 
§  identification not possible for individual showers, but on statistical basis 

§  γ rays produce long ellipsoidal showers ➝ elliptical images 

§  hadrons produce irregular showers ➝ clustered images, subshowers, etc. 

§  Hillas parameters for discrimination 

§  combine information from multiple telescopes 

§  Hillas parameters depend on core distance, total intensity in image, zenith angle, offset, … 

➝ Use simulations 
§  compare measured Hillas parameters to expectation for given observation condition 

 >  Challenge 
§  suppress huge CR background 

§  weak sources have ~1γ per 20 minutes 
(on top of 500,000 background events) 

§  sensitivity mostly limited by background 
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Particle identification 

>  Scaled Parameters 
§  compare measured width/length with expectation 

from MCs 

§  Interpolate between tables and calculate scaled 
parameters 

§  Calculate weighted average over triggered 
telescopes 

§  Cut on Mean-Scaled parameters considerably 
reduces CR background! 

Im
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How can we do better? 

>  Basically two ways on how to improve 
1.  Build more telescopes (way to go if we would have ∞ €,$,£) 

2.  Improve existing instruments (cheaper but has its limitations) 

➝ Lets try to make the analysis more sensitive 

>  Where things can be improved 
§  Hardware level (Mirrors, PMTs, trigger, readout) 

§  Software level (reconstruction, γ-hadron separation) 
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Cheaper solution 

>  Analysis 
§  invest smaller amount of € in e.g. PhD students :-) 

§  improve reconstruction of showers 

§  two examples here: 
•  classification of events using multivariate analysis techniques (MVAs; e.g. neural networks, boosted 

decision trees) 
•  use information in all pixels to do reconstruction (full-blown, CPU-intense likelihood fitting) 

>   Why cuts on scaled parameters are not sufficient 
§  MRSW and MRSL cuts are box cuts  

§  other parameters have separation potential as well (such as height of maximum 
Cherenkov light emission) 

§  box cuts ignore correlations 

➝ MVAs can take care of this 

Colour = CRs 
Contours = γ rays 
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BDTs for γ/hadron classification 

>  BDT settings 
§  200 trees trained (compromise between performance and processing) 

§  Gini index used to split at nodes, similar performance achieved with other techniques 

§  Stop splitting at (N1 + N2) / (10 * N2
par) ➝ taking into account the training statistics and 

number of training parameters 

§  Number of steps when scanning input parameters for best cut set to 100 

§  Input parameters (everything with classification potential) 
•  MRSW, MRSL, MRSWO, MRSLO, σE/E, Xmax 

•  Output is (cut) parameter that measures hadroness or γ-ray likeliness 

Source: (5) 



Stefan Ohm |  KSETA: Machine Learning II  |  15.10.2015  |  Page 35 

Some more details 

>  Training sample 
§  of course classification is supposed to work for full dynamic range of the instrument 

like energy, or zenith angle 

§  if distribution of input parameters for signal and background change as a function of 
observation condition, the BDT response will change as well 

§  Train in energy and zenith angle bands 

§  Training statistics between 120k/240k events and 15k/25k events for γ/hadrons 

§  Cut on BDT output alone not a good idea (would result in a signal efficiency that 
changes with observation conditions) ➝ cut on signal efficiency instead 

§  Note the range of BDT output distributions 

Source: (5) Training statistics 

Cut parameters for (εγ = 0.84/0.83) 
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BDTs in H.E.S.S. 

>  Results 
§  BDTs are a robust, simple and sensitive analysis method (better then others) 

§  Training in energy and zenith angle bands can take out parameter dependencies  

§  Classifier response changes as a function of energy/zenith 

§  Parameter importance changes as a function of energy/zenith 
•  Xmax at low energies 
•  MRSW at medium energies 
•  all parameters at high energies 

Source: (5) 
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BDTs in H.E.S.S. 

>  Tests on real data 
§  BDTs are much more sensitive than box cuts performed on individual parameters 

§  for HESS and Hillas-based parameters, 45% less observation time for one cut set 

§  Performance improvement across all energies 

§  Very good agreement between Monte-Carlo simulations and real data 

Source: (5) 

Source: (5) 

Source: (5) 

>  Lessons learnt 
§  Test different classifiers and settings other 

than default 

§  Deep trees are good for complex problems 

§  Easy to extend to more input parameters 
(Becherini et al. 2011, Naumann-Godo et al. 
2009) 
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Major Achievement 

>  Hint of signal seen from NGC 253 after 50 hours of data taking with 
BDT analysis triggered deep observations 

➝ First detection of a Starburst Galaxy in TeV γ rays (Science, 2009) 

NASA/JPL-Caltech/WISE Team 
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Beyond H.E.S.S. 

>  Next generation Cherenkov Telescope Array (CTA) 
§  currently in pre-production phase and finalizing array layout (100+ telescopes of 

different type) 

§  Expected data rates of up to 40 GB/s per camera (100 GB/s for the array) 

§  challenge for online analysis, data reduction, etc. (requires fast data reduction) 

§  High-level analysis methods are based on BDTs, achieve 50% improved performance 

§  BDTs (and neural networks) now standard in γ-ray astronomy 
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Information extraction in massive data astronomy 

>  Current generation γ-ray instruments have to handle ‘small’ amounts of 
data 

>  Optical and X-ray instruments have to deal with same data rates, but 
much more sources (1e4 – 1e6 more) 

>  In most cases γ-ray telescopes are background limited, optical and X-
ray telescopes are signal limited (e.g. lightcurves) 

>  Most γ-ray sources are non-variable, at optical and X-rays, variability is 
very common 

>  Only few classes of variable sources at γ-rays, many more at optical 

>  Next generation instruments will  
§  Provide tens of TB of data per night 

§  Enter the regime of petascale data mining 

§  Provide many more transient triggers per year ➝ “Follow-up catastrophe” 
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Random Forests in astronomy 

>  Astronomical community started to use tree-based techniques 
§  Sloan Digital Sky Survey object classification (Suchkov et al., 2005) 

§  Star-galaxy separation (Ball et al., 2006; O’Keefe, 2009) 

§  Supernova candidate identification (Bailey, et al., 2007) 

§  Supernova classification in DES (Kessler et al., 2010, others) 

>  Much more instruments at the horizon 
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A glimpse into the future (MWL and MM) 

Slide from Sera Markoff (LOFAR, CTA)
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Some instruments in more detail 

>  LIGO, Virgo, other gravitational wave detectors ➝ expected rates rather uncertain, but 
follow-up in EM wavelengths extremely important 

>  iPTF ➝ intermediate Palomar Transient Factory for automated wide-field exploration of 
the optical sky (see later) 

>  E-ELT/ESO ➝ European Extremely Large Telescope (exoplanets, high-redshift galaxies) 

>  LSST ➝ Large Synoptic Survey Telescope (DM, DE, (super)novae, asteroids; joined by 
Google for data processing, parallelization, etc.) 

>  SKA ➝ Square Kilometer Array; worlds largest radio observatory 

https://www.skatelescope.org 

Source: (7) 

Source: (8) 

Source: (9) 

Source: (10) 
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Transient rates in numbers 

>  Today (events per month) 
§  GCN: ~100 (~10 new) 

§  ATEL: ~150 (similar to GCN) 

§  GAIA: 17 (public) 

§  PTF: ~300 (internal) 

>  In future 

 
§  … and many with spectral information 

➝ Astroinformatics (requires machine-learning techniques) 
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Challenge 

>  What transients to follow with limited available observing time? 
§  Minimize false positives (wasting precious observation time on uninteresting objects) 

§  Minimize false negatives (missed detection and really interesting source) 

§  If possible in real time (many transient phenomena only last seconds to minutes) 

§  On GB/s of data flow 

➝ Worst solution: let humans decide on a case-by-case basis 

 

 
 

 

>  What is needed from a non-human classifier? 
§  work well on sparse data 

§  can deal with contextual information (access to external databases for e.g. location) 

§  provide crude class estimate (GRB, supernova, variable star) 

➝ Sounds like a decision-tree-based algorithm could help out 



Stefan Ohm |  KSETA: Machine Learning II  |  15.10.2015  |  Page 46 

Intermediate Palomar Transient Factory 

P48 
Discovery 

P60 
Confirmation 

  

200-inch 
  

Slide from Shri Kulkarni (Caltech)
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Intermediate Palomar Transient Factory 

>  Fully-automated survey to explore the transient sky 
in optical light 

>  Three telescopes, each used to fulfill a specific task 
in the search for transients 

>  Palomar 48” telescope (P48) 
§  8.1 square-degree FoV, 92M-pixel CCD array with two filters 

>  Palomar 60” telescope (P60) 
§  follow-up of detected transients in fully robotic mode to obtain 

color and light curves for interesting PTF candidates 

>  Palomar 200” telescope 
§  follow-up of most interesting transients with integral-field 

spectroscopy capabilities 

Slide adapted from Shri Kulkarni (Caltech)
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iPTF – Project Data Flow 

>  Data sent to two automated reduction pipelines 
§  LBNL pipeline: near-real-time image subtraction and transient identification (minutes) 

§  Berkeley runs the source classifier based on time-series and contextual data 

§  Images are fed back into a database at the IPAC (~days) 

§  IPAC runs longer-term archival pipeline 

Source: (11) 
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The real-time analysis pipeline 

>  Computing requisites 
§  Parallel, high-performance computing resources are vital 

§  Running on the NERSC (e.g. Perlmutter and Supernova Cosmology Project, 1999) 

§  1GB/s bandwidth on 300 TB shared file system 

§  Tight coupling to postgreSQL database 

>  Some more details about the pipeline 
§  split by CCD chip (parallelization, calibration, flatfielding) 

§  astrometry solutions 

§  loading into processed image database ➝ accumulate several exposures for first 
reference image 

§  use reference image to subtract subsequently taken images ➝ compare and classify 

Source: (11) 

First detected 
Supernova 
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Transient class classification 

>  Type of transient 
§  typically ~1000 transient candidates detected per 

subtracted image 

§  mostly hardware/calibration issues such as 
improperly scaled or adjusted images, CRs, CCD 
problems, misalignments or edge effects 

§  ~10 astrophysical transients per image (mostly 
variable stars) 

§  First attempt to use machine-learning based on 
human-labeled training data (Law et al., 2009; 
Rau et al., 2009) 

§  Second-generation implementation works on 
current survey data, is scalable and robust (Brink 
et al., 2013) 

➝ Supervised machine learning classifier is 
discovery engine, and provides statistical measure 
for false positives and false negatives Source: (12) 

Bogus 

Real 
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Real-Bogus classification in iPTF 

>  Training set 
§  selection of training candidates extremely important (minimize sample-selection bias) 

§  training set can come from 
•  previous surveys 
•  simulations 
•  limited (often not representative) commissioning data 

§  size and representativeness of training set determines classification power 

§  challenge is unequal quantity of signal (thousands) and background events (hundred 
million) 

>  Strategy 
§  select sample of bogus events by randomly picking candidates from iPTF database 

§  signal classes contain ~600 SNe, 1200 AGN, 2800 variable stars 

§  sample strongly biased towards SNe because of observation strategy 

§  increase sample by including spatially-identified, lower-luminosity objects (~15,000) 

➝ train for faint objects 
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Real-Bogus classification in iPTF 

>  Feature representation 
§  for real-time analysis, come up with a list of easy/robustly to compute variables/

features 

§  effective in separating bogus from real transients 

§  parameterize for typical source (radially symmetric, consisted with Gaussian-shaped 
structure, smoothness, detector IDs 

§  42 features in total 

Source: (12) 
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Real-Bogus classification in iPTF 

>  Random Forest classifier 
§  superior performance compared to other methods 

§  compromise between acceptable false detection 
rate and missed-detection rate 

§  typically observatories accept a certain false 
detection rate (1% in this case) 

§  apply backward-selection method ➝ significant 
improvement compared to previous classifier 

ROC curve 

Increased statistics 

variables 

Source: (12) 

Source: (12) 
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Real-Bogus classification in iPTF 

>  Performance 
§  classifier achieves 7.7% missed-detection rate for 1% false positives (>30% with 

previous training) ➝ training stats gives most of the improvement 

§  classification power depends on class label (and hence again on things like e.g. the 
training statistics) 

§  For this field, detection efficiency depends on source strength (another complication) 

Source: (12) 

better 

Source: (12) 

Typical SN Ia LC 
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Other dimension/information 

>  So far only Real/Bogus classification, no classification of source type 
§  but important to judge what objects should be followed-up with other instruments 

>  Lightcurve provides additional information 
§  flux, slope, skewness, Lomb-Scargle periodogram, color 

>  Add context information 
§  cross-correlate with known objects (e.g. host galaxies), distance to Galactic plane 

Slide adapted from J. Richards, 2011 (Berkeley)
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Achievements 
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Achievements 
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10 hours post-explosion! 

UV Pulse from Reverse 
Shock into Companion 

Slide adapted from Shri Kulkarni (Caltech)
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Outlook 

>  This is only the beginning… 

>  More and more people are using ML techniques for identification and 
classification 

>  Combined with Bayesian blocks, SVMs, Neural Networks 

>  A well-established technique, vital for next-generation surveys 

Source: (13) 



Artificial Neural Networks 

PART 2.3 
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Neural Networks (NNs) 

>  Concept 
§  Developed separately in statistics and in artificial intelligence 

§  Concept in both fields is almost identical 

§  Humans’ brain central nervous system inspired concept 

§  Generally speaking, it is a simulated collection of inter-connected nodes (“neurons”), where 
each neuron returns a certain response to a set of input signals 

§  Neural net is put into a defined state by applying external input signals, which can be 
measured by the response of one (or multiple) output neurons 

§  Connections have numeric weights that determine the importance of certain inputs 

Source: (15) 

>  Characteristics 
§  no clear definition 

§  ANNs contain sets of adaptive, and tunable 
weights 

§  have the ability to approximate non-linear 
functions to their inputs 
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ANNs – a brief history 

>  Early days 
§  1943: based on mathematics and algorithms called threshold logic, Walter McCulloch 

and Walter Pitts created computational model for a neural network 

§  late 1940s: psychologist Donald Hebb introduces concept of neural plasticity (simulus) 

§  1948: Application of Hebbian learning to computational models (Turing B-type machines 
– unorganized machines that learn by activation, starting from a random initial state) 

§  mid 1950s: First computational machines at MIT 

§  1958: First perceptron created by Rosenblatt (linear binary classifier using +/-) 

§  1969: Minsky and Papert discover two problems with ANNs 
•  XOR not possible with single-layer machines 
•  Computational requirements way too large for more complex networks 

Source: (17) Source: (16) 
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ANNs – a brief history 

>  Since the ‘70s 
§  processing power increased over time and helped to overcome performance issue 

§  1975: invention of backpropagation algorithm (see later) 
•  Backward propagation of errors 
•  solved the XOR problem for supervised learning 
•  use e.g. gradient decent method to minimize the loss-function (a function that describes the difference 

between expectation and prediction) 

§  1986: Parallel Distributed Processing provided mathematical framework, contained 
•  processing units (neurons), activation of units, output function, pattern of connectivity, propagation rule, 

activation rule, learning rule, and environment 
•  represented by integers, functions, vectors of functions and matrices 

>  Late ‘80s 
§  simpler methods (SVM, linear classifiers) overtook Neural Networks over time 

>  Late 2000s 
§  deep learning ‘renewed’ interest in the field (see later) 
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Working Principle 

>  Artificial NNs 
§  ANN is a mapping of n-dimensional input 

parameter space x1, …, xn to m-dimensional 
output parameter space y1,…ym 

§  m = 1 is classical signal/background problem 

§  mapping linear if all neurons have linear 
response; non-linear if response of one neuron 
is non-linear 

§  behavior is determined by 
•  layout of neurons 
•  weights of inter-neuron connections, w 
•  and the neuron response function (activation 

function) 

§  Regression layout similar, but with one output 
neuron per target Source: (18) 

MLP 
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Neuron response function 

>  Mathematical description 
§  neuron response function ρ maps i1, …, in onto neuron output 

§  can often be separated into a synapse function κ and a neuron activation function α 

§  In e.g. TMVA, the functions are implemented as  

Source: (18) 
Single Neuron 
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Feed-forward Network Architecture 

>  Characteristics 
§  MLPs are organized in layers: input, output and hidden layers 

§  Each perceptron in one layer is connected to all neurons in next layer ➝ feed forward 

§  No connection among perceptrons in same layer 

>  More than one hidden layer is possible (output of one hidden layer is 
mapped to the next one) 

>  Weierstrass theorem 
§  a single hidden layer can approximate a given continuous correlation function to any 

precision, for an sufficiently large number of neurons in the hidden layer 

➝ In principle one can increase number of hidden neurons until best performance is 
achieved 

>  Instead, significantly reduce number of neurons, and increase number 
of hidden layers 

>  Should lead to shorter training times and a more robust network 
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Back-propagation and learning 

>  So far NNs were considered as being ‘static’ 

>  Great property is that they can be learned 

>  Aim 
§  find function that best maps all inputs to a pre-defined output 

§  parameterize input (e.g. pixel values) 

§  teach ANN by re-adjusting weights 

>  Prerequisites 
§  we have everything at hand… 

§  neuron activation function 

§  synapse response function 
© Niels Hartvig 

Cat eating mouse 
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Back-propagation and learning 

>  Consider 
§  ANN, with one hidden/output layer 

§  Tanh neuron activation function in hidden layer 

§  Linear activation function in the output layer 

§  yANN = ANN response 

§  nvar = number of neurons in input layer; nh = 
number of neurons in hidden layer 

§  wi,j = weight between neuron i in input (hidden) 
layer and neuron j in hidden (output) layer 

>  Procedure 
§  Provide N training events of known type 0/1 

§  Define set of input parameters 

§  Let ANN classify event 

§  Compare with expectation 

§  Adjust weights, and repeat until minimum is 
reached 

© Niels Hartvig 

Cat eating mouse 
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Back-propagation and learning 

>  Comparing ANN classification with expectation 
§  Error function, E, that compares agreement between model and ANN response 

§  Minimize E by, e.g. minimising the difference between sum of squared differences for all 
events 

§  Perform minimisation by using steep or gradient decent method 

§  Requires the neuron response function to be differentiable  

§  Start from random set of weights w(ρ) move small step towards steepest direction -∇wE 

§  η is a measure of the learning rate 

§  Update weights of output layer 

§  Update weights of hidden layer sample-wise (bulk learning) or event-wise (online learning) 
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Broyden-Fletcher-Goldfarb-Shannon method for learning 

>  BFGS method 
§  fancier than ‘simple’ back-propagation approach, making use of 2nd derivatives 

>  Adapt synapse weights 
1.  calculate vectors (D = weight differences, Y = weight error differences) 

2.  Build Hessian matrix H (do nasty matrix stuff with D and Y)) 

3.  Estimate vector of weight changes 

4.  compute new vector of weights, applying line search algorithm 

>  Line search algorithm 
§  approximate error function with parabola 

§  calculate 2nd derivative and point of expected minimum 

§  evaluate total error of this point 

§  find absolute minimum by evaluating points along the gradient, use weights for next 
iteration 

➝ requires smaller number of iterations 

➝ however, computing time per iteration goes with #synapses2 
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Practical training issues 

>  Generally 
§  problem is overparametrized 

§  optimisation is non-convex and hence unstable 

§  issues may appear depending on the non-linear function type used 

>  Starting values 
§  for sigmoid functions and weights close to 0, ANN response is 

~linear 

➝ random weights close to 0 good starting values (training from linear 
to non-linear) 

§  use of exact 0 weights leads to 0 derivative and never moving 
algorithm 

§  starting with large weights often leads to poor results 

>  Overfitting 
§  stop training process before global minimum (validation data set) 

§  Other possibility is weight decay or weight elimination (i.e. adding 
penalty to the error function – see later) 

Source: (19) 
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Practical training issues 

>  Standardized input 
§  influences the effective scaling of weights 

§  advantageous to scale input to distribution with mean 0, and width 1 

➝ weights range [-0.7;0.7] good starting point 

>  Number of hidden layers 
§  too many is better than not enough 

§  the less hidden layers, the less the response to non-linear features in the data 

§  depending on the problem Nhidden is between 5 … 100 and increases with Ntrain and Ninput 

§  Multiple layers allow for construction of hierarchy and search for different levels of detail 
(resolution) in data 

>  Multiple minima 
§  Error/cost function is nonconvex and has many local minima ➝ results depend on start 

parameters 

➝ try different start parameters or do bagging 

➝ If manual tuning needed, vary Nhidden and weight decay parameter 
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Example from Hasti, Tibshirani, Friedman, 2009 (20) 

>  ZIP code data 
§  common problem, used for benchmarking 

§  divide into 16 x 16, 8bit grayscale pixels 

§  Performance critically depends on network 
architecture 
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How to decide on network architecture? 

>  Example: Bayesian extension (TMVA implementation) 
§  Similar to Decision Trees, restricting complexity before training will most likely impact 

performance 

§  Bayesian extension can adaptively optimize network architecture 

§  Add penalty to error function usually helps to limit network complexity 

§  Penalty term is proportional to squared norm of model weights, i.e. hurts large weights 

§  Extension similar to choosing a prior for the model weights 

§  Find best alpha via a complexity analysis based on training data (otherwise problem 
just shifted to find optimum alpha) 
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Preliminary Summary 

>  NNs attracted a lot of attention, but 
§  tend to overfit (there are ways out of it) 

§  are computationally expensive ➝ NNs with one hidden layer 

§  are black boxes 

§  most applications could be realized with other, more transparent methods, achieving 
the same performance (e.g. classification power) 

§  good in cases where prediction without interpretation is required 

§  less so if model interpretation is needed, or where physical quantities of inputs and 
their inter-relation is required 

>  Mid 2000’s 
§  Feature extraction in big data 

§  renewed interest in neural networks, especially in the context of deep learning 

§  industry entered the game 
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Advancements in recent years 

>  You may have heard a lot in the news about 
neural networks recently, or were using them 
without knowing 

>  Types 
§  many different types, depending on the use case 

§  will discuss here recurrent and convolutional NNs 

§  dive a bit deeper into the area of deep neural networks 

§  very active field with advancements on weekly 
timescales 

§  and end with fancy, state-of-the-art deep learning with 
GPUs – yeah! 

W
ik

ip
ed

ia
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Deep Learning 

>  Is the new kid on the block 

>  Most popular approach to tackle artificial intelligence (AI) problems  

>  Used to describe the world (i.e. data) with networks of hierarchical non-
linear functions (i.e. NNs or NNs combined with other classifiers) 

>  Used by biggest (i.e. data-intense) internet companies in the world 

 

>  Very successful in performing specific tasks 
§  Social media (e.g. image recognition) 

§  Consumer electronics (smartphones, wearables) 

§  Entertainment and media (“users who bought this,…”) 

§  Medicine, Defense & Intelligence DeepTox 
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Convolutional Neural Network (CNN) 

>  Widely used for image and video recognition 

>  Were very popular in the 1990’s for hand-written digit classification and 
face detection 

>  Recently renewed interest thanks to 
§  much larger data sets of e.g. images that are labeled (millions) 

§  better model generalization strategies (see dropout method) 

§  powerful GPU implementations allowing for very large models to be trained 

>  Utilize 
§  Backpropagation (see before) 

§  Receptive fields 
•  multiple layers of small collections of neurons that learn about a part of an image 
•  connected to better describe the boundaries 
•  performed for every layer 

§  Rectified Linear Units (ReLU) 
•  model neuron response as f(x) = max(0,x), rather than tanh or sigmoid function 
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Convolutional Neural Network (CNN) 

>  Typical layers 

§ Convolutional layers 
•  convolves input image with set of learnable filters 
•  reproduces one feature in the output image 
•  weights are shared, i.e. same filter is used for all pixels in a receptive field 

§  Pooling layer 
•  compute max/average value of certain feature per sub-image ➝ increase robustness to 

translations in images 

§ Dropout method 
•  prevents overtraining by leaving out nodes with probability 0.5 at each training step ➝ new 

network architecture every round reduces susceptibility to rely on a few significant nodes 

§  Loss layer 
•  employs different loss functions for different applications (single class, probability, real values) 
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Example from K2012 

>  Data set 
§  ImageNet is image library with 15 million labeled high-res images of 22,000 categories 

§  Subset of ~1000 images per 1000 categories (1.2m training, 50k validation, 150k testing) 

§  CNN takes fixed dimensional image (here 256 x 256 pixels) and centred raw RGB value 
of pixels 

>  Network architecture 
§  5 convolutional layers, 3 fully connected layers 

§  2 GPUs to train images, divided into top/bottom 

§  Communication between GPUs only in certain layers 

§  A 150,528-dimensional space; #neurons is reduced from 253,440 ➝ … ➝ 1000 

Figure 2 of K2012 
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K2012 approach 

>  Idea 
§  map 2D color input image to probability vector over different classes via series of layers 

>  Each layer consists of 
1.  Convolution of previous layer output with set of learned filters 

2.  Passing response through ReLU functions 

3.  optionally max-pooling over neighbouring kernels 

4.  optionally renormalization through contrast operation 

Figure 2 of K2012 
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Example from K2012 

>  Parts critical for performance improvements 
§  ReLU’s improve training speed by factor of a few 

§  Splitting training into multiple GPUs, allowed authors 
to train larger networks 

➝ Both vital to achieve better performance 

§  Response normalization (similar to real neurons), or 
“brightness normalization” aids generalization 

§  Pooling layers make it harder for overtraining 

>  Deal with overfitting 
§  NN architecture has 60 million parameters 

§  Data augmentation by transforming input images 
•  image translations and reflections (factor ~2000 more training 

events) 
•  altering intensities of the RGB channels (via eigenvalues of 

principal component analysis) 
➝ both capture properties of real objects, that class label should 
not depend on 

ReLU 

tanh 

Figure 1 of K2012 

GPU 1 

GPU 2 

Figure 3 of K2012: First convolutional kernels 
learned by first convolutional layer 

Figure 4 of K2012 
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Visualizing the K2012 network architecture (Z2013) 

>  In general hard to interpret or even to understand why certain network layouts 
perform so well 

>  Hence also hard to guide for future improvements 

>  Z2013 developed visualization technique that 
§  gives insight of function of intermediate layers 

§  gives insight about operation of the classifier 

§  is based on a multi-layered deconvolution network (Zeiler et al. 2011) 

§  maps features to pixels, keeping rest of network architecture fixed 

§  is a way to perform unsupervised learning 

Figure 2 of Z2013 
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Visualizing the K2012 network architecture (Z2013) 

>  Interesting, because 
§  features are far from random 

or un-interpretable 

§  reveal intuitive properties such 
as compositionality 

>  Study shows that 
§  minimum depth of network is 

vital to performance 

§  less sensitive to having deep 
individual sections 

Figure 2 of Z2013 
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Discussion of K2012 

>  K2012 approach 
§  gives best performance compared to any other method 

§  depth of network critical to achieve low error rate 

§  did not use any un-supervised pre-training 

§  human error rates, however are at the ~1% level 

§  orders of magnitude missing between this and humans for this very complicated and 
general test data set 

§  but superhuman pattern recognition achieved in controlled competitions, e.g. the IJCNN 
2011 traffic sign contest 

>  Most methods winning feed-forward deep NN contests are GPU-based, 
max-pooling, convoluted NNs 

>  Visualization helps to understand, interpret and improve CNN 
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Recurrent Neural Network (RNN) 

>  RNN 
§  have feedback connections that can ‘store’ information about previous training events 

•  “short-term memory” for fast changing weights 
•  “long-term memory” for slowly changing weights 

§  put the NN into an internal state, allowing for dynamic behavior 

§  don’t depend on the dimension of input (unlike CNNs) 

>  Application 
§  handwriting/speech recognition 

§  learning syntax from any input (latex, code, wikipedia) 

>  Back-propagation through time (BPTT) 
§  error signals ‘flow back in time’, by connecting units to previous layers 

§  but tend to diverge or approach 0 

§  temporal evolution of back-propagated error depends exponentially on size of weights 

W: Elman SRN 
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RNNs and reinforcement learning 

>  Long short-term memory (LSTM, HS1997) 
§  overcomes problem of exponential divergence by enforcing constant error back flow 

can bridge up to 1000 time steps 

§  memory cells consists of 
•  “constant error carousel” 
•  in/output gate units for storage 
 

>  Reinforcement learning 
§  inspired by behavioral psychology, i.e. NN interacts with environment through 

observation ➝ action ➝ reward 

§  no target signals are provided to the network, instead use a fitness or reward function, 
where the goal of the NN is to maximize future reward (sounds familiar?) 

§  learning model consists of 

1.  a set of environment states 

2.  a set of actions 

3.  rules of transitioning between states 

4.  rules that determine the reward of a transition 

5.  rules that describe observed quantities 

Source: (22) 
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Applications (K2015)  

>  RNN in practice 
§  giving input vector x to RNN, it will return output vector y 

§  y will however not only depend on x, but also on history of x 

§  internal state gets updated after time step t 

§  or how a RNN learns to predict the next letter given some input letter(s) 

>  Learn English (4-letter vocabulary – h,e,l,o) 
§  train RNN for sequence “hello” 

§  feed letters one-by-one (h-e-l-l) as 4-vectors 

§  try to increase green numbers, decrease reds 

§  do that by using e.g. a cross-entropy loss function 

§  note that RNN cannot only rely on single input, but 
needs to understand context 

§  At runtime, feed in first letter, draw next from PDF 
of RNN output and so on ➝ sampling text 

1 training sequence 
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Applications (K2015)  

>  How is it learning 
§  Use Leo Tolstoys “War and Peace” as training input, sample every x training cycles 

§  100 cycles: jibberish, but note words separated by spaces 

 
§  300 cycles: learns periods at end are followed by spaces 

 
§  500 cycles: shortest and most common words 

§  700 cycles: more and longer words appearing 

§  1200 cycles: quotations, questions, exclamation marks 
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Applications (K2015)  

>  Finally, 2000 cycles 
§  properly spelled words 

§  quotations 

§  names 

§  … 

>  What just happened? 
§  first RNN discovers overall structure of language (spaces, sentences) 

§  then rapidly starts to learn more and more complex words 

§  learns topics and themes later in the process (“was easier”, “asking his soul”) 
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Applications (K2015)  

>  Learning on Wikipedia articles 
§  below, blocks are random hidden neurons of RNN (green = excited, blue ≠ excited) 

§  first rows are sequences of letters from the validation data set 

§  other rows are 5 most probable next letters returned from that neuron 

§  it is the combined response of neurons that makes up to behavior of the RNN 

neuron excited about URLs 

neuron excited about [[ ]] 

linear variation within [[ ]] 
maybe telling RNN how likely  
characters are within [[ ]] 

neuron counting how far into 
the www it is?! 
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Applications (K2015) 

>  Source Code 
§  feed ~500MB Linux C code source base in 3-

layer LSTM RNN and run for a few days 

§  overall really impressive results 

§  knows about files, syntax, comments, variables, 
return statements 

§  deals correctly with strings, pointers, etc. 

§  correctly open/close brackets 

§  only few syntactic errors 

§  ‘forgets’ about variable names 

§  missing some declarations, undefined variables, 
unused variables 

§  returns non-existing variables in functions 

§  return statements hard to deal with, as they are 
long-term interactions 
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Learning NNs to play ATARI 2600 games (M2015) 

>  Layout 
§  combines reinforcement learning (LSTMs) 

with convolutional NNs 

§  84 x 84 x 4 image followed by 3 
convolutional layers, and 2 fully connected 
layers 

§  output is action with joystick 

§  hidden layers are followed by ReLUs 

>  Training 
§  each game is one set of trained NN, but 

parameters and layout of NN stay the same 

§  via a reward function 

§  adopt game score to be between [-1,1] 

§  agent selects from a set of allowed actions 
changing internal state and correspondingly 
modifying the emulator and reward 

➝ NN learns based on sequences of actions 
and observations 

§  each sequence is a distinct state, which is 
used as input vector to reinforcement 
learning 
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Learning NNs to play ATARI 2600 games (M2015) 

>  High reward scenes 
§  completing a screen 

leads to a new screen 

>  Medium reward 
scenes 

§  in the middle of a 
level, where rewards 
are less imminent 

§  orange bunkers not 
that significant 
towards end of level 

Expected  
Reward 

Visualizing game states of last hidden layer 

Space Invaders 
© Square Enix Limited 
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How come there is so much fuzz about that now? (N2015) 

>  Answer is simple 
§  Big Data to learn deep neural networks 

§  New deep learning techniques, and (most importantly) 

§  computing power via CPUs and GPUs 

§  talked about the first ones, what about CPUs/GPUs? 

>  Why GPUs 
§  Neural Networks explore functions, matrices, vector operations, connections 

§  Requires many cores to perform calculations (cloud-like CPU computing infrastructure)  

§  GPUs are designed for these kind of operations (e.g. “Deep learning with COTS HPC systems”, 
Coates, et al. ICML 2013) 

§  GPUs make deep learning accessible when organized in servers with interconnections 

1000 CPU servers 
2000 CPUs 
16,000 cores 
 
600kWatts, $5M 

3 GPU-acc. servers 
12 GPUs 
18,432 cores 
 
4kWatts, $33k 

Google datacenter Stanford AI labs 
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GPU acceleration (N2015) 

>  Answer is simple 
§  Big Data to learn deep neural networks 

§  New deep learning techniques, and (most importantly) 

§  computing power via CPUs and GPUs 

§  talked about the first ones, what about CPUs/GPUs? 

>  Why GPUs 
§  Neural Networks explore functions, matrices, vector operations, connections 

§  Requires many cores to perform calculations (cloud-like CPU computing infrastructure)  

§  GPUs are designed for these kind of operations (e.g. “Deep learning with COTS HPC systems”, 
Coates, et al. ICML 2013) 

§  GPUs make deep learning accessible when organized in servers with interconnections 

1000 CPU servers 
2000 CPUs 
16,000 cores 
 
600kWatts, $5M 

3 GPU-acc. servers 
12 GPUs 
18,432 cores 
 
4kWatts, $33k 

That’s the game changerGoogle datacenter Stanford AI labs 
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GPU acceleration (N2015) 

Batch 
size 

CPU 
training 

time 

GPU 
training 

time 

GPU 
speed-

up 
64 

images 
64 s 7.5 s 8.5X 

128 
images 

124 s 14.5 s 8.5X 

256 
images 

257 s 28.5 s 9.0X 

>  Convolutional NN 

§  7 layers, 5 convolutional, 2 fully 
connected 

§  using ReLU, pooling, drop-out, 
response normalization 

>  Hardware 

§  Dual 10-core Ivy Bridge CPUs 

§  1 Tesla K40 GPU 

>  Deep-learning frameworks 
§  Caffe, Torch, Theano, Kaldi 

>  Performance libraries 
§  cuDNN, cuBLAS 

>  Routines 
§  implement convolutions, pooling and 

activations in highly optimized way 

>  Not topic in this lecture… 
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Summary and outlook 

>  Big Data 
§  we are drowning in data, but 

§  we have tools to crawl data for relevant information 

>  Machine Learning 
§  is the way to go 

§  we just have to be smart about the methods and decide what tools to use when/how 

>  Deep Neural Networks 
§  are widely used in industry and increasingly in science 

§  if things are industry standard, you better think about how you can make use in 
science 

§  GPU acceleration has revolutionized the field 

§  So far we are still computing limited (signal transmission time) 

§  In this context, think about this… 
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Summary and outlook 

>  Big Data 
§  we are drowning in data, but 

§  we have tools to crawl data for relevant information 

>  Machine Learning 
§  is the way to go 

§  we just have to be smart about the methods and decide what tools to use when/how 

>  Deep Neural Networks 
§  are widely used in industry and increasingly in science 

§  if things are industry standard, you better think about how you can make use in 
science 

§  GPU acceleration has revolutionized the field 

§  So far we are still computing limited (signal transmission time) 

§  In this context, think about this… 

Source: (23) 
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